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Outline

« Supervised Learning
« Kernel methods

 Uncertainty quantification / probabilistic regression models
 Bayesian regression (linear)

« Gaussian process regression (non-linear)

Georgia
2 Gl" Tech.



Uncertainty
Quantification



Probabilistic Meaning of Models

* Can we estimate the uncertainty of the

predictions?

* How confident is the prediction?
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* Can the model have some probabilistic

meaning?

* Prior / posterior?

Image credit: https:/www.inovex.de/de/blog/uncertainty-
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Bayesian Linear Model



Bayesian Linear Model

 Linear model: y(x) = 0"x + €
« x € R% is the input feature and 8 € R is the weight vector, € ~ N(0,0?)

. . 1 i_QT i 2
* logp(D|0) = ¥, logN(y' — 07x!,02) =¥, log =—exp (—(y ZO'Zx) )

= const — —Z(y — 0T xt )

ly — X0l

= const —
20‘2

- Bayesian: we additionally assume 6 ~ N(0,S)

Cr

Georgia
Tech.



Bayesian Linear Model

 We can therefore compute

6|y — PLIOP®

p(D)

o< p(D|0)p(6)

 This Bayesian assumption on p(8) will also slightly change how we make predictions:
p(ylx,D) = fp(HID)p(ylx, 6) do

« In the non-Bayesian case, we use y = 6*' x once we find the optimal 6* = argmaxg p(D|6).

* Linear regression only considers the best fit 8* = argmaxy p(D|6)

 Bayesian linear regression considers all plausible explanations for how the data were
generated 8 ~ N(0,S).
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Bayesian Linear Model Training

* p(8]|D) x p(D[6)p(6)
* logp(@|D) =logp(0) + logp(D|0) + const

— —19T5‘18 L ly — X0||? + const
2 207

1 1
= _EgTs-le ~53 (y'y—20"XTy+07X"X0") + const

1
= —5(9 — w2718 — u) + const

This looks terrifying

but this is just
complete the square.

Where u = %ZXTy

And 31 = %XTX + 51
Therefore, p(6|D) = N(u, ) (multi-variate Gaussian distribution)
8
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prior or

posterior
y = pix + Bo
data
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https://gregorygundersen.com/blog/2020/02/04/bayesian-linear-regression/

Bayesian Linear Model Inference

i : 1 _ 1 1
« Given p(8|D) = N(u, %) with u = — ZXy and X1 = ;XXT + S~ 1, inference of a
new x can be done by:
p(ylx,D) = flp(ylx, 0)';3(9|D? do

| |
y~N(@OTx,6%2) 0 ~N(?X)

By the linear combination rules of Gaussian random variables, y|x, D is also a
Gaussian distribution N(1,req, 05req) With parameters:
— T 2 S 2
Upreda = U X, Opred = X 2X + O

N=2 N=5 N=30
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Bayesian Linear Model Summary

* Hpred = wWx=x"p=x"X'X+0°S ) X"y

ored =X Zx + 02 =0’ xT(XTX + 02571 ) Ix 4 ¢?

a, B)

P(y|X, Xtrain, Ytrain,

11
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Bayesian Linear Model Prediction Example

Prior Posterior
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Gaussian Process
Regression



Can We Apply Kernel Tricks Here?

* Yes, and it is exactly the Gaussian process regression!!
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Samples from prior distribution
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Bayesian Linear Model Prediction

* Hpred = wx=x"p=x"(X"X+ 0'25_1)_1XT3’

* Oprea =X Zx + 0% =0’xT(XTX + 02571 ) Ix + ¢?
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Kernel Tricks on Bayesian Linear Regression

_i 7T X +0%1) XT
*U=Z2Xy = (X X+o I) X Assume S = [ for

1 ~—+ ~ simplicity

* prea = HTH() = p()Tp=p()T (XX +0%1) KTy

¢ 02eq = POTZP(X) + 02 = 62p()T(XTX + 021) ¢ (x) + 02
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Gaussian Process Regression

Matrix inversion

lemma

* bprea = 1TH0O) = ¢ T = pT(XTR +071) KTy
= ¢()TXT(RXT +0%1) 'y
=k, (K+0d?D" 1ty

’ pred = ¢(x) " Zp(x) + 0 = O'Zd)(x)T(XTX + 0'21) Qb(X) + o2

WOOdbuI'y matrix identity A 6 languages v

W O O d b u ry id e nt i fy Article  Talk Read Edit View history Tools v
I+uv)t=1-v+vuo) v From Wikpedi, e fee encyopedia

In mathematics, specifically linear algebra, the Woodbury matrix identity — named after Max A. Woodbury!'I?] - says that the
inverse of a rank-k correction of some matrix can be computed by doing a rank-k correction to the inverse of the original matrix.
Alternative names for this formula are the matrix inversion lemma, Sherman—Morrison-Woodbury formula or just Woodbury
formula. However, the identity appeared in several papers before the Woodbury report. 14l

17

The Woodbury matrix identity is'®!

(A+UCV) ' =4 - A WU(C + VATID) VAT,


https://en.wikipedia.org/wiki/Woodbury_matrix_identity

Gaussian Process Regression

o aﬁred =) TZPp(x) + 02 = 2p(X)T(XTX + 021)_1c/>(x) + 0%
, ~1
= ()’ (—ZXT)'Z + 1) P (x) + o2
e

1. 1_
U:—XT V=_X
o) o)

=) +UV) p(x) + o?
=p(xX)TU-UU+VU) "'V D)p(x) + o2
= p(x)TPp(x) — ()T XT(K + 02) " Xp(x) + 0

=k — ki (K+0%) 7Yk, + 02
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What Does That Mean???

* Upred = k;cr(K + 0'21)_13’
* Opred = kux — ki (K +0%) 7'k, + 02

- For any new point x, a kernel function k,
and a dataset D = (xV,yU)), we just need
to compute:

o ki = k(x,x)
« k, = [k(x,x(i))]i € R"
« K = [k(x(i)’x(j))]ij e R

* Then we can plot its posterior belief with
mean and variance at x

19
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Gaussian process regression on a noisy dataset

- fix) = xsin(x)
—— Mean prediction
95% confidence interval
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Gaussian Process Regression

« We can generate posterior distribution

of each point x.

* This is extremely useful when you
want to measure the uncertainty of the

prediction.

* You can precompute the matrix
inversion to speed up computation.
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More Gaussian Process Regression

Radial Basis Function kernel Matérn kernel

Samples from prior distribution

3 Samples from prior distribution
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https://scikit-learn.org/1.5/modules/gaussian_process.html#gaussian-process-classification-gpc
https://scikit-learn.org/1.5/modules/gaussian_process.html#gaussian-process-classification-gpc
https://scikit-learn.org/1.5/modules/gaussian_process.html#gaussian-process-classification-gpc

Summary Assume Gaussian prior on the parameters

(deterministic — Bayesian)

 Kernel tricks!!

Linear/ridge | Bayesian linear
» From linear to nonlinear IEglrisieein rEglrsetain
e We also learn how to Kernel trick Kernel trick

' linear — nonlinear linear — nonlinear
produce uncertainty by (linear — nonlinear)  (linear - nonlinear)

generating a posterior

<_ L} L} L} —
<_ L} L} L} —

distribution Gaussian
Kernel
. > process
regression .
regression

Assume Gaussian prior on the parameters

. (deterministic — Bayesian) Georgia

Tech.
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  y  ( x ) =  𝜃 ⊤ x + 𝜖


  x ∈  ℝ d


  𝜃 ∈  ℝ d


  𝜖 ∼ N  (  0 ,  𝜎 2 )


    log ⁡  p  ( D | 𝜃 ) =  ∑  i = 1 n    log ⁡  N  (   y i −  𝜃 ⊤  x i ,    𝜎 2 ) =  ∑  i = 1 n    log ⁡   1    2 𝜋 𝜎   exp ⁡   (  −      (   y i −  𝜃 ⊤  x i ) 2  2  𝜎 2 )


  = c o n s t −  1  2  𝜎 2  ∑  i = 1 n     (   y i −  𝜃 ⊤  x i ) 2


  = c o n s t   −  1  2  𝜎 2      ‖  y −  X ⊤ 𝜃 ‖ 2


  𝜃 ∼ N ( 0 , S )


  p  ( 𝜃 | D ) =   p  ( D | 𝜃 ) p  ( 𝜃 )  p  ( D ) ∝ p  ( D | 𝜃 ) p  ( 𝜃 )


  p  ( 𝜃 )


  p  ( y |  x , D ) = ∫  p  (  𝜃 | D ) p  ( y | x , 𝜃 )   d 𝜃


  y =    𝜃 ∗ ⊤ x


   𝜃 ∗ = a r g m a  x 𝜃   p  ( D | 𝜃 )


   𝜃 ∗ = a r g m a  x 𝜃   p  ( D | 𝜃 )


  𝜃 ∼ N ( 0 , S )


  p  ( 𝜃 | D ) ∝ p  ( D | 𝜃 ) p  ( 𝜃 )


    log ⁡  p  ( 𝜃 | D ) =   log ⁡  p  ( 𝜃 ) +   log ⁡  p  (  D | 𝜃 ) + c o n s t


  = −  1 2  𝜃 ⊤  S  − 1 𝜃 −  1  2  𝜎 2    ‖  y − X 𝜃 ‖ 2 + c o n s t


  = −  1 2  𝜃 ⊤  S  − 1 𝜃 −  1  2  𝜎 2  (   y ⊤ y − 2  𝜃 ⊤  X ⊤ y +  𝜃 ⊤  X ⊤ X  𝜃 ⊤ ) + c o n s t


  = −  1 2    (  𝜃 − 𝜇 ) ⊤  Σ  − 1  (  𝜃 − 𝜇 ) + c o n s t


  𝜇 =  1   𝜎 2 Σ  X ⊤ y


   Σ  − 1 =  1   𝜎 2  X ⊤ X +  S  − 1


  p  ( 𝜃 | D ) = N  (  𝜇 , Σ )


  y =  𝛽 1 x +  𝛽 0


  p  ( 𝜃 | D ) = N  (  𝜇 , Σ )


  𝜇 =  1   𝜎 2 Σ X y


   Σ  − 1 =  1   𝜎 2 X  X ⊤ +  S  − 1


  x


  p  ( y |  x , D ) = ∫  p  ( y |  x , 𝜃 ) p  ( 𝜃 | D )   d 𝜃


  y ∼ N  (   𝜃 ⊤ x ,  𝜎 2 )


  𝜃 ∼ N  (  𝜇 , Σ )


  y | x , D


  N  (   𝜇  p r e d ,  𝜎  p r e d 2 )


   𝜇  p r e d =  𝜇 ⊤ x ,        𝜎  pred 2 =  x ⊤ Σ x +  𝜎 2


  𝜇 =  1   𝜎 2 Σ  X ⊤ y =    (   X ⊤ X +  𝜎 2  S  − 1 )  − 1  X ⊤ y


   Σ  − 1 =  1   𝜎 2  X ⊤ X +  S  − 1


   𝜇  p r e d =  𝜇 ⊤ x =  x ⊤ 𝜇 =  x ⊤    (   X ⊤ X +  𝜎 2  S  − 1 )  − 1  X ⊤ y


   𝜎  pred 2 =  x ⊤ Σ x +  𝜎 2 =  𝜎 2  x ⊤    (   X ⊤ X +  𝜎 2  S  − 1   )  − 1 x +  𝜎 2


  𝜇 =  1   𝜎 2 Σ  X ⊤ y =    (   X ⊤ X +  𝜎 2  S  − 1 )  − 1  X ⊤ y


   Σ  − 1 =  1   𝜎 2  X ⊤ X +  S  − 1


   𝜇  p r e d =  𝜇 ⊤ x =  x ⊤ 𝜇 =  x ⊤    (   X ⊤ X +  𝜎 2  S  − 1 )  − 1  X ⊤ y


   𝜎  pred 2 =  x ⊤ Σ x +  𝜎 2 =  𝜎 2  x ⊤    (   X ⊤ X +  𝜎 2  S  − 1   )  − 1 x +  𝜎 2


  𝜇 =  1   𝜎 2 Σ    X ~ ⊤ y =    (     X ~ ⊤  X ~ +  𝜎 2 I )  − 1    X ~ ⊤ y


   Σ  − 1 =  1   𝜎 2    X ~ ⊤  X ~ + I


   𝜇  p r e d =  𝜇 ⊤ 𝜙  ( x ) =   𝜙  ( x ) ⊤ 𝜇 =   𝜙  ( x ) ⊤    (     X ~ ⊤  X ~ +  𝜎 2 I )  − 1    X ~ ⊤ y


   𝜎  pred 2 =   𝜙  ( x ) ⊤ Σ 𝜙  ( x ) +  𝜎 2 =  𝜎 2   𝜙  ( x ) ⊤    (     X ~ ⊤  X ~ +  𝜎 2 I   )  − 1 𝜙  ( x ) +  𝜎 2


  S = I


   𝜇  p r e d =  𝜇 ⊤ 𝜙  ( x ) =   𝜙  ( x ) ⊤ 𝜇 =   𝜙  ( x ) ⊤    (     X ~ ⊤  X ~ +  𝜎 2 I )  − 1    X ~ ⊤ y


  =   𝜙  ( x ) ⊤      X ~ ⊤  (   X ~    X ~ ⊤ +  𝜎 2 I )  − 1 y


  =  k x ⊤    (  K +  𝜎 2 I )  − 1 y


   𝜎  pred 2 =   𝜙  ( x ) ⊤ Σ 𝜙  ( x ) +  𝜎 2 =  𝜎 2   𝜙  ( x ) ⊤    (     X ~ ⊤  X ~ +  𝜎 2 I   )  − 1 𝜙  ( x ) +  𝜎 2


     (  I + U V )  − 1 = I − U    (  I + V U )  − 1 V


   𝜎  pred 2 =   𝜙  ( x ) ⊤ Σ 𝜙  ( x ) +  𝜎 2 =  𝜎 2   𝜙  ( x ) ⊤    (     X ~ ⊤  X ~ +  𝜎 2 I   )  − 1 𝜙  ( x ) +  𝜎 2


  =   𝜙  ( x ) ⊤    (   1   𝜎 2    X ~ ⊤  X ~ + I   )  − 1 𝜙  ( x ) +  𝜎 2


  = 𝜙    ( x ) ⊤    (  I + U V )  − 1 𝜙  ( x ) +  𝜎 2


  = 𝜙    ( x ) ⊤  (  I − U    (  I + V U )  − 1  V ⊤ ) 𝜙  ( x ) +  𝜎 2


  = 𝜙    ( x ) ⊤ 𝜙  ( x ) − 𝜙    ( x ) ⊤    X ~ ⊤    (  K +  𝜎 2 )  − 1  X ~ 𝜙  ( x ) +  𝜎 2


  =  k  x x −  k x ⊤    (  K +  𝜎 2 )  − 1  k x +  𝜎 2


  U =  1 𝜎    X ~ ⊤


  V =  1 𝜎  X ~


   𝜇  p r e d =  k x ⊤    (  K +  𝜎 2 I )  − 1 y


   𝜎  pred 2 =  k  x x −  k x ⊤    (  K +  𝜎 2 )  − 1  k x +  𝜎 2


  x


  k


  D =  (   x   ( i ) ,  y   ( j ) )


   k  x x = k  (  x , x )


   k x =    [  k  (  x ,  x   ( i ) ) ] i ∈  ℝ n


  K =    [  k  (   x   ( i ) ,  x   ( j ) ) ]  i j ∈  ℝ  n × n


  x


  x


  →


  →


  →


  →

