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• Supervised Learning

• Neural networks

• Convolutional layer

• Convolutional neural networks (CNNs)

Outline



Convolutional Neural 
Networks
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• Image classification with 1.3M color images and 1000 classes 

• Need large scale non-parametric methods
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Image Classification: ImageNet



• 8 layer convolution neural network [Krizhevsky et al. 2012] achieved the state-of-
the-art result (beating the second place by 10%).
• First 5 layers: convolution + max pooling

• Next 2 layers: fully connected nonlinear neurons

• Last layer: multiclass logistic regression
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Neural Networks and Convolution Features

58M parameters

https://proceedings.neurips.cc/paper/4824-imagenet-classification-with-deep-convolutional-neural-networks.pdf
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Fully Connected (FC) Layer

1

3072

Feature 𝑥 𝑊𝑥

10 x 3072 
weights

1

10

Activation

1 number:
The result of an activation function over 
the dot product of the i-th row weight 𝑊𝑖 
and feature 𝑥

Flatten

32x32x3 image

How to handle images using fully connected layers?
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Convolution Layer

32x32x3 image

3

32

32

32 x 32 x 3 image

5 x 5 x 3 filter

5

5
3
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Convolution Layer

32x32x3 image

3

32

32

32 x 32 x 3 image

1 number:
The result of taking a dot product between the 
filter and a small 5x5x3 chunk of the image 
(i.e., 5*5*3=75-dimensional dot product + bias)

𝑤⊤𝑥 + 𝑏

5 x 5 x 3 filter
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Padding and Stride

Animation from Hochschule der Medien

Padding = 0, stride = 1 Padding = 1, stride = 1 Padding = 1, stride = 2Padding = 0, stride = 2

https://hannibunny.github.io/mlbook/neuralnetworks/convolutionDemos.html
https://hannibunny.github.io/mlbook/neuralnetworks/convolutionDemos.html
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Convolution Layer

32x32x3 image

3

32

32

32 x 32 x 3 image

5 x 5 x 3 filter

1

28

28

Convolve (slide) over 
all spatial locations

Activation map
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Convolution Layer

32x32x3 image

3

32

32

32 x 32 x 3 image

5 x 5 x 3 filter

1

28

28

Convolve (slide) over 
all spatial locations

Activation maps

Consider a second filter
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Convolution Layer

32x32x3 image

3

32

32

32 x 32 x 3 image

6

28

28

Convolve (slide) over 
all spatial locations

Activation maps

We stack all these outputs to get a 28x28x6 images. 
Pick the number of layers you want.
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Convolution Layer

32x32x3 image

3

32

32

This is how the torch.nn.Conv2d 
function works.

6

28

28

Conv2d + ReLU

12

24

24

Conv2d + ReLU Conv2d + ReLU

…

https://docs.pytorch.org/docs/stable/generated/torch.nn.Conv2d.html
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How Many Parameters?

32x32x3 image

3

32

32

6

28

28

Conv2d + ReLU

12

24

24

Conv2d + ReLU Conv2d + ReLU

…

5x5x3x6 weights in the filters
= 450

5x5x6x12 weights in the filters
= 1800
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Pooling Layer
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Adding Pooling to the Layers

32x32x3 image

3

32

32

6
14

14

Conv2d 
+ ReLU

12
5

5

Conv2d 
+ ReLU

…

maxpooling maxpooling
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Convolutional Layers



• Hand engineered filters are time consuming, brittle, and not scalable in practice

• Can we learn the filters directly from data?
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Deep Learning

Low level features

Lines & edges

Mid level features

Eyes & noses & ears

High level features

Facial structure



CNN Models
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Convolutional Layers + Neural Networks

32x32x3 image

3

32

32

6
14

14

Conv2d 
+ ReLU

12
5

5

Conv2d 
+ ReLU

maxpooling maxpooling

How to use this???

Flatten

300

Fully connected layers (FCs)

…

4096

…

4096

…

output

10

Loss 
function

Question: what are the trainable parameters? Memory and computation cost?



• AlexNet was one of the first deep convolutional on ImageNet competition with an 
accuracy of 84.7% as compared to the second-best with an accuracy of 73.8%.

• The activation used is the Rectified Linear Unit (ReLU).

• How long did it take?
• The training set had 1.2 million images. It was trained for 90 epochs, which took 5-6 days on 

two NVIDIA GTX 580 3GB GPUs.
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AlexNet (Named after Alex Krizhevsky)

~3M parameters ~58M parameters



• Having fixed size kernels (3x3) rather than the variable size convolutional kernels 
used in AlexNet (11x11, 5x5, 3x3).

• Variable size kernels can be replicated by making use of multiple 3x3 kernels as 
building blocks.

• The deeper the better!
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VGGNet

Image from Max Ferguson in ResearchGate

138M parameters

Visual Geometry Group

https://www.researchgate.net/profile/Max-Ferguson


• When models go deeper, gradient can vanish in 
the backpropagation…

•
𝑑𝑙

𝑑𝑤
=

𝑑𝑙

𝑑𝑧99

𝑑𝑧99

𝑑𝑧98

𝑑𝑧98

𝑑𝑧97
…

𝑑𝑧1

𝑑𝑧0

𝑑𝑧0

𝑑𝑤

• Any term that is nearly 0 will ruin the entire chain rule.

• Activation functions play an important role.
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Vanishing Gradient Issue
Hard limiter

Piecewise linear

Sigmoid

Hyperbolic tangent

𝑢

𝑢

𝑢

𝑢

ReLU (Rectified linear unit)
• Easy to backprop
• Preserve gradients (one-

sided)
• Some variants to 

preserve more gradients

𝑑𝜎 𝑢

𝑑𝑢
≈ 0



• ResNet architecture makes use of shortcut connections to 
solve the vanishing gradient problem.

• Since the vanishing gradient problem was taken care of 
(more about it in the how part), CNN started to get deeper 
and deeper
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ResNet



• Batch normalization was 
proposed to normalize the input of 
any layer in neural networks.

• It empirically works very well. 

• However, there is no consensus 
why. Sometimes it may cause 
gradient instability too.
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Batch Normalization

𝑥 𝑖
𝑖∈ 1,2,…,𝐵

∈ ℝ𝐵×𝑑

Compute the elementwise mean and variance

• 𝜇𝐵 =
1

𝐵
σ𝑖 𝑥 𝑖 ∈ ℝ𝑑

• 𝜎𝐵
2 =

1

𝐵
σ𝑖 𝑥 𝑖 − 𝜇𝐵

2
∈ ℝ𝑑

Return batch-normalized features

ො𝑥 𝑖 =
𝑥 𝑖 − 𝜇𝐵

𝜎𝐵
2 + 𝜖

∈ ℝ𝑑  ∀𝑖

• “Batch Normalization: Accelerating Deep Network Training by 
Reducing Internal Covariate Shift”, Loffe and Szegedy 2015

• “Group Normalization”, We and He 2018

https://arxiv.org/abs/1502.03167
https://arxiv.org/abs/1502.03167
https://arxiv.org/abs/1502.03167
https://arxiv.org/abs/1803.08494
https://arxiv.org/abs/1803.08494
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Nowadays Deep Learning
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Nowadays Deep Learning

https://epoch.ai/blog/parameter-counts 

https://epoch.ai/blog/parameter-counts
https://epoch.ai/blog/parameter-counts
https://epoch.ai/blog/parameter-counts
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     {   x   ( i ) }  i ∈  {  1 , 2 , … , B } ∈  ℝ  B × d


   𝜇 B =  1 B  ∑ i   x   ( i ) ∈  ℝ d
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     x ^   ( i ) =    x   ( i ) −  𝜇 B     𝜎 B 2 + 𝜖 ∈  ℝ d     ∀ i

